Module 2: Study Design & Basic Statistics

Content Outline

I.
Orientation to the module

A.
Place in the series:   

1.
This is the 2nd module in the GME Evidence Based Medicine course.

2.
You should have been taught (classroom) or gone over (online) the “Introduction to EBM” module first.

B.
Overview

1.  In the “Introduction to EBM” module, you learned about the use of EBM in facilitating the transfer of knowledge from Primary studies to clinical practice.

2.  Now let’s look more closely at the Primary Studies themselves

3.
Disclaimers:

a.
Introduction: Familiarize you with study designs.  Future modules will go into more detail.

b.
Incomplete: We are looking only at the most common types of studies used in clinical medicine.  There are many other types and subtypes of studies and many other ways of classifying studies.

C.
Objectives

1.
Clinical study design:

a.
Describe some factors affecting the choice of study design.

b.
Compare and contrast Case-Control, Cohort, and Randomized Controlled Trial designs (using concepts of Exposure, Group Allocation, and Outcome measurement).

c.
Describe advantages and disadvantages of Case Reports, Case Series, Cohort Studies

d.
Case-Control Studies, and Randomized Controlled Trials.

e.
Define the following types of bias: Channeling bias, Recall bias, Selection bias, and Detection bias.

2.
Statistical overview

a.
Define point estimate and confidence interval in terms of populations and samples.

b.
Differentiate between the Null Hypothesis and the Alternative Hypothesis.

c.
Define Type I and Type II error.

d.
Differentiate between the following statistical parameters: p, α, β, Power, and effect size.

e.
Understand the importance of distinguishing under-powered and over-powered studies.

D.
Anatomy of a Primary study

1.
Types of questions

a.
Description: What is something like?  Does something exist, or is something possible, irrespective of it’s cause or likelihood?

b.
Differential Diagnosis: Given a set of signs & symptom, what are the possible diagnoses and the likelihood of each?

c.
Diagnostic testing: How good is a particular ‘test” at ruling in or ruling out a particular diagnosis?

d.
Prognosis: Given a particular diagnosis, what are the possible outcomes and the likelihood of each?

e.
Treatment: Given a particular diagnosis and prognosis, how good is a particular intervention at producing a particular outcome?

f.
Harm: Same idea as treatment, but outcome of interests is something harmful, such as the carcinogenic potential of a substance, or the likelihood of a side effect of a medication 

2.  Types of study designs

a.
Observational:

(1)
Descriptive studies

(2)
No intentional “action” is applied to the subject(s), although their response to a naturally occurring event may be observed

b.
Interventional:

(1)
Studies the effect of some action (“intervention” or “exposure”) on an individual or a group

(a) “intervention” usually implies something that is done to provide benefit

(b)
“exposure” usually implies something that may produce harm

(2)
Employs an “experimental” group (given the intervention or exposure) and a “comparison” who is not exposed.

3.  Types of statistical analysis:  More on this later in the module

4.  Types of published reports

a.
Case reports

b.
Case series

c.
Cohort study

d. 
Case-control study

e.
Randomized Controlled Trial

f.  Yes, the last three are actually study designs rather than reports, but they are study designs that also call for a particular style of published report.

g.  Similarly, the first two items are sometimes considered “study designs” since only certain observational studies lend themselves well to this kind of report.

h.  Because types of published reports very often correspond to the types of studies, we will use the term “study type” and “article type” interchangeably in this and future EBM modules.

III.
Observational (Descriptive) Study Designs

A.
Case report: A description of a single patient

1.  The description is usually about prognosis (natural history), therapy, or harm, but may involve any type of question including description, differential diagnosis, and diagnosis diagnostic testing.

2.
Pros: Simple, intuitive, quick, often the first types of reports of unusual medication side effects or possibly harmful exposures.

3.
Cons: Not controlled.  Because there is no comparison group, cause-and-effect associations are difficult to prove.

4.
May be used to

a.
generate cause-and-effect hypotheses that are then studied by more rigorous study designs.

b.
Increase awareness of possibly harmful or beneficial events.

c.
Prove that a phenomenon exists, without regard to it’s actual cause or probability.

5.
Susceptible to selection bias: The case may not be representative of the usual patient.  Atypical cases tend to be selected, so the applicability to routine clinical practice is limited.

B.
Case series:  A descriptive report of a several, similar patients.

1.
Have the same pros and cons as the case report, but by reporting on more than one patient:

a.
The argument for putative cause and effect cannot be proven, but it can be made stronger, particularly for events that are ordinarily very rare.

b.
The amount of variability in disease manifestation and response to treatment can be illustrated, but not rigorously quantified.

2.
Some Case Series use describe sequential cases.  This can reduce the amount of selection bias, but cause and effect cannot be proved since there is no control group used for comparison.

IV.
Interventional Study Designs

A.
Unlike the Observational study designs, these studies attempt to show cause and effect by employing:
1.
An Intervention or Exposure: The putative “cause” that produces an effect (“outcomes”).

2.
An experimental group that receives the intervention or exposure.

3.
A comparison group that does not receive the intervention or exposure.

4.  Rationale: If both the experimental and control groups are treated similarly, except for exposure to the agent, then any difference in outcomes between the two groups can probably be attributed to the agent.

B.
Cohort study

1.
A relatively homogenous group (“cohort”) of people is identified.

2.
Some of the people have been exposed to an agent and some have not.

3.
Otherwise, the exposed and unexposed groups of the cohort are very similar (which is why they constitute a “cohort” to begin with).

4.
Assignment to an “exposed” and “control” group is made after the exposure, but before measurement of outcomes.

5.
Differences in outcome between the two groups can more reasonably be attributed to the agent.

6.  Pros: Cohort studies are often used to evaluate harm, where exposure to a potentially harmful agent occurred naturally or accidentally, and the cohort can be followed over time.  These studies can be used in cases where it would be unethical to intentionally expose a group to a potentially harmful agent.

7.  Cons: True cause and effect cannot be proven since unknown or unaccounted for differences between the two groups may actually cause the differences in the outcome, instead of the suspected agent.

a.
Channeling effect: The impression that one thing leads to another, when actually both things are caused by a 3rd agent (but are otherwise unrelated).

b.
Illustration (from Lawlor DA, Smith GD, Ebrahim S.  Commentary: the hormone replacement-coronary heart disease conundrum: is this the death of observational epidemiology?  Int J Epidemiol 2004;33:464-7.)  

Cohort Studies:


Randomized Controlled Trials:


Explanation:

C.
Case-Control study


1.  Individuals with (cases) and without (controls) a disorder are identified.

2.  Historical records or memory is used to explore for exposure to a putative causative agent some time in the subjects’ past (“retrospective” design).

3.
Pros: Can be used for outcomes that are extremely rare or take a long time to develop.

4.  Cons: Susceptible to:

a.
Recall Bias: Individuals who develop a disorder are often motivated to understand the cause of their ailment.  They are therefore more likely to remember past exposures to substances (that are actually insignificant) than are the control group (even if both groups were equally exposed).  This gives the appearance that the exposure increases risk of developing the disorder.

b.
Detection bias (aka “Surveillance bias” or “Interviewer bias”): The tendency for investigators to look for a cause more thoroughly in individuals with a known outcome than they do in individuals without the outcome.  Also leads to the incorrect appearance that the exposure was actually present in the cases more often than in the controls.

D.
Randomized Controlled Trial

1.  RCTs attempt to make a determination of cause-and-effect through the use of a control group.

2.  They also attempt to overcome the effects of the channeling effect through random assignment to the control or experimental group.  This is intended to increase the probability that unknown or uncontrollable confounding factors are distributed evenly between the control and experimental groups.

3.  Recall bias and detection bias is eliminated through use of a prospective design.

4.
Placebo effects and observer bias (aka observer-expectancy effect) are minimized by not allowing the subjects, the person performing randomization,  treatment providers, or outcome assessors from knowing whether the patient is in the control or the experimental group.  This is known as blinding.

5.
Pros: High internal validity: Careful selection of patients with specific prognostic factors, blinding, and randomization minimize the risk of bias so that changes in outcome (between the experimental and control groups) can confidently be attributed to the intervention.

6.
Cons: The carefully controlled conditions of RCTs are difficult and expensive to produce, and lead to experimental conditions that are artificially refined and unlike actual clinical practice.  This reduces their external validity

a.
Clinicians should not expect for their patients to experience the same degree of benefit as do subjects of the study.

b.
RCTs may be better and ranking effectiveness of one treatment relative to another, and less good at actually quantifying the effectiveness of a treatment.

V.  Statistical Overview

A.
Statistics are used for: Description, Statistical inference, and Statistical testing.  This section describes the interpretation of statistics, not how to calculate them.

B.
Description

1.
Summarizing the quantitative characteristics of a group. 

2.
Common examples are the mean and the standard deviation. 

3.
See any basic statistics text if you need a review.

C.
Statistical Inference:  To generalize from the subjects who are actually in a study (the sample) to all people who are similar to your subjects (the population).

1.
Point estimate. A descriptive statistic, measured from your sample, that is used to estimate the same parameter in the entire population.

2.
Confidence interval (CI). A description of the precision of the point estimate.  Made of three parts:

a.
Lower bound. The smallest likely value in the actual population.

b.
Upper bound. The largest likely value in the actual population.

c.
Probability. The chance that the actual population value lies in the range between the lower and upper bounds.

3.
Example.  You calculate the average age of all anesthesiology residents in your program as an estimate of the average age of all residents at UNM.  You report your findings as “average age: 30.9 years (95% CI 25.3-34.9 years)”

a.
30.9 years: The average age of your sample, used as the point estimate of the average age of the population.

b.
25.3: The lower estimate of the actual population average.

c.
34.9: The upper estimate of the actual population average.

d.
95%: The probability that the actual population average lies between 25.3 and 34.9 years.

e.
Interpretation: “Based on a point estimate of 30.9 years, you can be 95% certain that the average of the entire population lies between 25.3 and 34.9 years.”

4.
Confidence intervals can also be created for the difference between two samples.

a.
If the 95% confidence interval includes zero, then there is a 95% chance that the true difference between populations might be zero.

b.
If the 95% confidence interval includes zero, then—based on your sample data—you cannot conclude that the populations are different.

c.
Similarly, statisticians can calculate a confidence interval for the ratio of two numbers.  In this case, if the confidence interval includes one, then you can’t conclude that the populations are different.

d.
  This forms the basis of statistical testing.

D.
Statistical Testing

1.
Purpose of statistical testing: To make decisions about the likely relationship between two or more populations based on samples taken from the populations.

2.
Null hypothesis (H0).  The assumptions that two populations react identically to an experimental challenge.

a.
This is sometimes expressed as "samples come from the same population," or "samples come from identical populations." Both interpretations are valid and the difference is not important here.

b.
Mathematically, the Null Hypothesis could be expressed as:

(1) Mean1 = Mean2

(2) Mean1 - Mean2 = 0

c.
The Null Hypothesis is a testable hypothesis.  That is, statisticians can calculate the probabilities of getting sample differences of various sizes and then compare the actual data to the data that would be expected if the Null Hypothesis is true.

3.
Alternative hypothesis (Ha).  The assumptions that two populations react differently to an experimental challenge.  Depending on the actual research hypothesis, the alternative hypothesis can be expressed as any of the following:

      a.
Mean1 ≠ Mean2

      b.
Mean1 > Mean2

      c.
Mean1 < Mean2

d.
Mean1 – Mean2 > 0

e.
Mean1 – Mean2 < 0

4.
Logic of statistical tests

a.
Remember that "Mean1" and "Mean2" refer to population means, not sample means.

b.
Notice that only the Null Hypothesis gives an exact difference between population means. So statisticians can create mathematical models of what sample differences should look like if the Null Hypothesis is correct.

c.
Statistical tests take the actual difference between samples, then compare it to the  predicted difference under then Null Hypothesis.

d.
If there is a large discrepancy between the Null Hypothesis and the actual data, then the Null Hypothesis is rejected and the test concludes that populations are actually different.

E.
You can never be 100% certain that your conclusions are correct.  You can only decide the smallest probability of error that you’re willing to accept.

1.
“Error” in this sense doesn’t mean you made a mistake.  It refers to the amount of unknown information or random chance in a decision making process. 

2.
Type I error: Concluding that two populations are different when they are actually the same.  (i.e., rejecting a Null hypothesis when it is true.)

3.
Type II error: Concluding that two populations are the same when they are actually different (i.e., failing to reject the null hypothesis when it is false.)

	
	Actual Populations

	
	Different
	Same

	Samples Different
	OK
	Type I Error

	Samples Same
	Type II Error
	OK


4.
In reality, you probably never know if you made a Type I or Type II error.  You only know what your samples show.  At the time, you don’t know what the actual values for an entire population are (if you did, you wouldn’t have needed to do the study to begin with).

F.
Parameters related to Type I and Type II error

1.
Level of significance (aka p-value or just p): The probability that any difference between two groups is due to random chance alone.  That is, both populations respond identically, but the luck of the draw caused your samples to respond differently.

2.
Alpha (α): The maximum allowable p-value that you will accept in order to reject the null hypothesis; i.e., the maximum chance that the difference was due to random chance alone that you will accept before concluding that your populations respond differently.

a.
Alpha is traditionally set at 0.05 (5%) for life-sciences research.

3.
Beta (β): The maximum probability of making a Type II error that you will accept.

a.
Traditionally set at 0.20 for life sciences research.

b.
The mathematical relationship between alpha and beta is complex and depends on other factors such as sample size and standard deviation of the population.

c.
In general, the larger your sample size ( The more people from the actual population are included in your sample ( the more your sample looks like the actual population ( the more accurately your point estimate comes to the value for the true population ( the confidence interval range gets smaller ( the chance that your confidence interval will include zero gets smaller ( the smaller your chance of making a type II error.

d.
Beta is a probability and must be between 0 and 1.  the quantity “1-β” is known as Power:


G.
Underpowered studies

1. When the number of subjects is small, random variation predominates, and the point estimate isn't expected to necessarily come very close to the population value...

2. With only a few subjects & large amounts of random variation, you would expect the difference between sample outcomes to be large (even under the Null Hypothesis) 

3. So you need an even LARGER difference in sample outcomes to reject the Null Hypothesis.

4. Getting such a large difference is difficult.  Drug companies may deliberately underpower a study so they can show "no difference" between their drug and a competitor's drug.

H.
Overpowered studies

1. Studies with many subjects (hundreds or thousands) are expected to have point estimates that are very close to the same value in the population...

2. With many subjects, under the Null Hypothesis (no difference between populations), you expect the point estimates to be nearly the same for all groups.  So the difference between samples should be close to zero.

3. In order to reject the Null Hypothesis, the difference between samples does not need to be especially large...

4. Drug companies may deliberately overpower a study so they can show that their drug is "better than" the competitors drug, even if the difference is so small as to be of no clinical significance.
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Hormone Replacement Therapy





Lower rates of Coronary Heart Disease





Association: Cohort studies seemed to show that HRT lower rates of coronary heart disease.





Women who were more health


conscious are more likely to see their doctor, exercise, keep BP and cholesterol under control, etc., and to be prescribed HRT (as a form of “healthy behavior.”  Because they are health conscious, they are also less likely to suffer from CHD.
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Health Consciousness





Higher rates of Coronary Heart Disease





When all women were considered, and the protective effect of healthy behavior was removed, HRT actually led to higher rates of CHD.  
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